
CcpNmr Analysis Version 3

AMBER-NMR-MD Tutorial
An automated workflow for preparing and  running

AMBER molecular dynamics simulations from CcpNmr
Analysis 

0



Introduction

1

This tutorial is designed to guide you through setting up a Molecular Dynamics (MD)

calculation with Amber using Ccpnmr Analysis Version 3.4. It is not intended to teach the

background to Molecular Dynamics Calculations.

The tutorial is set up to work on NMRbox. Information about obtaining an NMRbox

account is provided.

The tutorial uses data provided in the AmberNMRMDTutorial directory.

Please note that the images shown are only representative and you may encounter minor

differences in your setup.
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Main Steps

• Open CcpNmr Analysis on NMRbox

• Main Menu > Macro > Open User Macro…

• Select the AmberNmrMd.py macro and run

• Select input data:

• Set working directory and select 1pqx.pdb

• Preprocessing:

• Select to use the ensemble’s medoid structure

• Click Check requirements to check/set up environment

• Click Run pre-processing

• Inspect in PyMol or other molecular viewer

• Minimsation / Relaxation

• Run Locally (typically using 16-32 CPUs)

OR:

• Run on HPC (typically using 32 CPUs and 1 GPU)

• Inspect resulting structure to check for integrity or any obvious deformations 

etc.

• Production Run:

• select Run on HPC (except for small tests)

• Set number of steps to determine simulation length

• Click Generate HTCondor Scripts

• Click Submit to HTCondor to start the production simulation

• Click Check Job Status if desired

• Results:

• Click View trajectory in PyMOL to visualise

• Create summary report with Generate HTML report

• Extending a Production Run:

See details on page 17
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1 NMRbox account

This tutorial has been designed to be run on NMRbox. This will ensure that you have 

access to the Molecular Dynamics (MD) program, Amber, as well as high performance 

computer (HPC) resources to run the MD simulation. NMRbox uses the HTCondor

environment to schedule large jobs such this and our code will link directly with this to 

submit and run your job.

If you don’t yet have an NMRbox account, you will need to register for one at 

https://nmrhub.org/register. Anyone with an academic email address can get an 

NMRbox account, but please be aware that you may have to wait a couple of days for 

approval to be granted.

To access NMRbox, you will need to use the Real VNC viewer software which you can 

download from https://www.realvnc.com/en/download/viewer/.
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4

1A
Log into NMRbox.

You will need to make sure that you log into a virtual machine (VM) which runs Amber. 

• Go to the Software tab at https://nmrbox.nmrhub.org/

• search for AMBER

• select View Available VMs

You will see a list of hosts which run Amber. 

• Select a host with a lower CPU load and click on VNC to connect to the virtual 

machine

Getting Started

https://nmrbox.nmrhub.org/
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31 Getting Started

1B The NMR-MD-GUI run is set up via CCPN Macro:

In your terminal window

• Type assign and press Enter to start the program
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31

1C Start the Amber-NMR-MD Macro

• From the top menu bar, choose:  Macro → Open User Macro…

• Select the AmberNmrMd_v1_0.py macro file provided in the tutorial data and click 

Open. 

• The NMR-MD Workflow GUI window will open within CCPNmr Analysis. 
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32 Input Data

2A Select Input data and basic parameters

In the Input tab enter the following information:

• Select the working directory where all the output data will be saved

• As the starting structure, enter the 1pqx.pdb provided in the 1PQX/input/ folder 

of the tutorial data.

• If running a restrained MD, enter a NEF file containing the restraints, such as 

1pqx.nef in the 1PQX/input/ folder of the tutorial data.

• Change the pH, temperature and salt concentration if required.

• Click on Save input

The command log will show that the data has been saved: 
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3 Preprocessing

3A Preprocessing

This step will set up the MD system by selecting your force field and water model, adding 

hydrogens to your structure (if required), placing the protein in a water box and adding 

salt ions. 

• For Ensemble PDB select Choose medoid (best representative). 

This selects the structure with the lowest RMSD to all other structures in the ensemble 

as the starting structure.

• For the tutorial, leave the default parameters for everything else.

• Click Check requirements to verify that all required dependencies are installed and 

correctly configured. On the first run, the setup may take 1–2 minutes to install the 

necessary components, during which the command log will display several messages. 

Once everything is done it should show 

all requirements satisfied.

• Click on Run pre-processing

The command log will provide information about each step and let you know when the 

preprocessing is finished. This shouldn’t take long.
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3 Preprocessing

3B
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Viewing the Pre-processed Structure in PyMOL

It can often be helpful to inspect the pre-processed structure in a molecular viewer. 

• Click the View Structure in PyMOL button. 

• PyMOL will launch automatically and load the final pre-processed structure

• By selecting Show / wire / lines, you can see the water box and check that the 

structure is nicely contained in it. 

Alternatively, find the 01_preprocess/input_final.pdb file in your  working directory and 

use your own preferred molecular viewer to inspect the structure.



4 Minimisation / Relaxation

4A Minimisation / Relaxing your system - locally

This step will run a short MD calculation to equilibrate and relax your protein in its water 

box.

• choose whether to run the workflow with or without NMR restraints. 

• You can choose to run this step on your local VM or to use the NMRbox HPC 

resources.

To run locally:

• Specify the number of CPU cores to use (typically between 16 - 32 CPUs). The number 

of CPUs available on your NMRbox virtual machine can be found at: 

https://nmrbox.nmrhub.org/hardware

• Click Run Minimisation + Relaxation to start the calculations.

• For the example protein used in this tutorial, this stage typically takes ~1 – 2 hrs on a 

local workstation using 32 CPUs. Larger systems may require substantially longer run 

times, in which case the HPC option is recommended.

• Click Cancel Local Run only if you need to terminate the current local simulation. 

Otherwise, allow the simulation to run to completion at which point you will see the 

message [DONE:MINRELAX]
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4 Minimisation / Relaxation

4B Minimisation / Relaxing your system – using HPC resources

• Select the Run on HPC option for a faster run. Additional fields for the HTCondor

job submission will be displayed.

• Maintain the default settings or increase the number of CPUs to 32, if required.

• Request one Graphics Processing Unit (GPU) to accelerate the simulations. 

Requesting more than one GPU may increase the queue waiting time and is 

unnecessary for the example systems used in this tutorial.

• Click Generate HTCondor Scripts. The submission scripts will be created and saved 

in your output folder.

• Click Submit to HTCondor to start the minimization and relaxation job.

• Click Check Job Status at any time to display the current status of the submitted job 

in the Command Log.

Note: The actual turnaround time depends on the availability of HPC resources and 

queue waiting times. For larger systems or longer simulations, the HPC option is 

recommended to reduce wall-clock time compared with running locally.

• Once the job has completed successfully, a confirmation message will appear in the 

Command Log, showing that the minimization and relaxation stages have finished 

and the system is ready for the next step of the workflow.

• If submission fails unexpectedly, reopen CCPNmr Analysis from a new terminal session, 

load the same project folder, save the input files, and resubmit the HPC job. There is 

no need to repeat any workflow stages that completed successfully.
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4 Minimisation / Relaxation

4C Inspect the relaxed structure

Once the minimisation and relaxation stages have been successfully completed, it is 

good practice to visually inspect the resulting structure before proceeding to production 

MD.

• Click View Structure in PyMOL to open the final relaxed structure in PyMOL.

• Examine the structure for any obvious issues that may have arisen during system 

preparation or equilibration. 

What to Check

• Overall protein integrity: The protein should retain its expected fold and seondary

structure elements such as α-helices and β-sheets should appear intact. 

• Unusual distortions: Look for stretched bonds, distorted loops, or residues that 

appear disconnected from the protein. 

• Missing or misplaced regions: Check that termini, flexible loops, and any residues 

added during preparation are positioned sensibly. 

• Steric clashes: Look for atoms or side chains that appear to overlap unnaturally. 

• Solvent environment: Confirm that the protein remains well solvated and 

positioned within the simulation box. 

• Restraint-sensitive regions (if NMR restraints were used): Inspect regions 

associated with experimental restraints to ensure they have not adopted unrealistic 

conformations.

When to Continue

Minor structural adjustments are expected during minimisation and equilibration. 

However, if you observe severe distortions, broken structures, large clashes, or other 

obvious artefacts, it is recommended to review the input structure, protonation states, 

restraints, or simulation settings before proceeding to the production stage.
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35 Production Run

5A Production Run

This step performs the full MD simulation and generates the trajectory used for

subsequent analysis.

• Choose whether to run the simulation with or without NMR restraints. Use the

same setting as you used during the minimisation and relaxation stage.

Run on HPC (NMRbox): Enable this option for larger systems or longer simulations

that would be impractical to run locally. HPC jobs are submitted to the NMRbox

HTCondor cluster, providing access to significantly greater computational resources

and reducing turnaround time for demanding simulations.

Run Locally: Suitable for testing, tutorials, and short simulations. As a guide, a

production run of 250,000 steps (0.5 ns with a 2 fs timestep) typically takes

approximately 1–2 hours using 32 CPU cores on a standard NMRbox virtual machine,

depending on system size and available resources.

13



35 Production Run

5A … Production Run continued

• Specify the number of steps (we don’t recommend changing the timestep from

2 fs). Note that the total simulation length is determined by:

Simulation length = Number of steps × Timestep

For example, using 250,000 steps with a 2 fs timestep (0.002 ps) corresponds to a

simulation time of 500 ps (0.5 ns). Increasing the number of steps increases the total

simulated time.

• Maintain the default settings or increase the number of CPUs to 32, if required.

• Request one GPU (1 GPU + 4 CPUs) to accelerate the simulations. Requesting

multiple GPUs may increase queue waiting times and is generally unnecessary for

the example systems used in this tutorial.

• The Runtime option specifies the maximum wall-clock time requested for the

HTCondor job and should be chosen to allow sufficient time for the simulation to

complete.

• Click Generate HTCondor Scripts. The submission scripts will be created and

saved in your output folder.

• Click Submit to HTCondor to start the production simulation.

• Click Check Job Status at any time to display the current status of the submitted

job in the Command Log.

Note: The actual turnaround time depends on the simulation length, the size of the

system, and HPC queue waiting times. Longer simulations and larger systems are best

suited to the HPC environment.

• Once the job is finished, you will see a message in the Command log:
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36 Results

6A
Visualisation of Trajectory

• Unpack the 1PQZ_Completed.zip file which contains a completed trajectory.

• Click View Trajectory in PyMOL to launch the production trajectory in PyMOL.

• Once loaded, the trajectory can be explored using the controls at the bottom of the 

PyMOL window:

1. Click the Play button to animate the trajectory.

2. Use the Next (>) and Previous (<) frame buttons to step through individual 

frames.

3. Drag the frame slider to move to a specific point in the trajectory.

• Playing the trajectory allows you to visualise conformational changes and assess the 

structural dynamics of the protein over the course of the simulation.
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36 Results

6B
Report

• Click Generate HTML Report to create an HTML summary report of the MD run.

• The report collects the key details from the workflow, including:

• Input information: PDB/mmCIF input, NEF file, pH, salt concentration, and 

temperature.

• Pre-processing details: force field, water model, box size, and relevant LEaP

logs.

• Simulation settings: CPUs/GPUs, number of steps (nstlim), timestep (dt), 

and total simulation time.

• File metadata: output file names, file sizes, and timestamps.

• Click Open Last Report to view the most recently generated report in a web 

browser using xdg-open.
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37 Extending a Production Run

Extending a Production Run

If you wish to continue a completed production simulation and run additional MD

steps:

• Open the Production tab.

• Increase the Number of Steps (nstlim) to the additional number of steps you

would like to run.

• Click Browse to select the restart (.rst7) file from the end of the previous

simulation.

- To extend a completed production run performed locally, select:

Working_folder/03_production/prod.rst7

- To extend a completed production run performed on HPC, select:

Working_folder/03_production/htcondor_production/OUT/prod.

rst7

• Enter a new output subdir to keep the extended simulation separate from

previous production runs, for example: Production_10ns

• Choose either Run Locally or Run on HPC (NMRbox) and start the

simulation.

The new production run will continue from the selected restart file, preserving the

coordinates and velocities from the previous simulation. There is no need to repeat

the preprocessing or minimisation/relaxation stages.
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CcpNmr Analysis Version 3
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Contact Us

Website:

www.ccpn.ac.uk

Suggestions and comments:

support@ccpn.ac.uk

Issues and bug reports: 

https://forum.ccpn.ac.uk/

Cite Us

Skinner, S. P. et al. CcpNmr AnalysisAssign: a flexible platform for 

integrated NMR analysis. J. Biomol. NMR 66, (2016) 
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